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Abstract

Over-the-counter markets are at the center of the global reform of the financial system. We
show how the size and structure of these markets can undergo rapid and extensive changes when
participants engage in portfolio compression, an optimisation technology that exploits multilateral
netting opportunities. We find that tightly-knit and concentrated trading structures, as featured by
many large over-the-counter markets, are especially susceptible to reductions of notional amounts
and network reconfigurations resulting from compression activities. Using a unique transaction-
level dataset on credit-default-swaps markets, we estimate reduction levels suggesting that the
adoption of this technology can account for a large share of the historical development observed in
these markets after the Global Financial Crisis. Finally, we test the effect of a mandate to centrally
clear over-the-counter markets in terms of size and structure. When participants engage in both
central clearing and portfolio compression with the clearinghouse, we find large netting failures if
clearinghouses proliferate. Allowing for compression across clearinghouses by-and-large offsets this
adverse effect.

Keywords: over-the-counter trading, multilateral netting, derivatives, networks, financial regula-
tion
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1 Introduction

Over-the-counter (OTC) markets held a central role during the Global Financial Crisis (GFC).
As a result, several jurisdictions mandated major regulatory reforms including central clearing,
increased capital requirements and enhanced trading transparency. Underpinning these initia-
tives was the need to curb counterparty risk stemming from excessive leverage and the lack of
transparency in the mutual positions of financial institutions/l]

OTC markets are characterised by their large aggregate size in terms of notional obligations,
to the level of hundreds of trillion of dollars. A most notable effect of the regulatory reforms
was the downsizing of several OTC markets. For example, the market for Credit Default Swaps
(CDS) featured a remarkable reduction in size - from USD 61.2 trillion outstanding at end-2007
to USD 8.3 trillion outstanding at mid 2018E| In principle, this 86% reduction could be seen
as a mere reflection of lower trading activity. However, several sources have instead attributed
its origin to the global adoption of a post trade risk management technique prompted by the
new regulation, namely portfolio compression (see for example Vause| (2010)); Schrimpf (2015);
ISDA| (2015); |Aldasoro and Ehlers| (2018)) .

Portfolio compression is a multilateral netting technique which enables market participants
to coordinate the replacement of existing contracts in order to reduce the size of their mutual
obligations - thereby reducing counterparty risk - while maintaining the same underlying market
risks. This technology relies on the solution of a convex optimisation problem on the network of
outstanding obligations where constraints are set by participants themselves in line with their
individual preferences. Figure [I|illustrates the process in a stylized example.

In the aftermath of the crisis, regulators recognized the need to limit excessive gross expo-
sures (Cecchetti et al., 2009). As a result, new policies have generally supported the adoption
of portfolio compression as a mean to reduce counterparty risk (see Section [B| for more details
on the institutional background). More importantly, the increased levels of capital and margin

requirements brought by the post-crisis regulation have also indirectly accelerated the private

!Cases such as the American International Group (AIG) have illustrated how the opacity of OTC markets
generates a counterparty risk externality. |[Acharya and Bisin| (2014) show that this risk spills over from bilateral
interdependencies and prevents the establishment of contracts with an adequately priced default risk premium.
This externality, in turn, incentivises market participants to take on short positions with inefficiently large default
risk. In general, it is too costly or infeasible in many realistic OT'C market settings to fully internalize counterparty
risks because it requires market participants to have the full information of the position of their counterparties.

2See the Bank of International Settlement Statistics on OTC derivatives outstanding: https://www.bis.org/
statistics/derstats.htm
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demand for portfolio compression. In fact, by reducing gross positions while maintaining net
balances unchanged, this technology allows market participants to reduce both requirements
without affecting their market risk (Duffie, 2017)). The leading compression service provider
TriOptima reports over one quadrillion USD in notional elimination through their service (see
Section . Albeit the impact, analytical and empirical analysis have been so far limited due to
the lack of adequate data and the opacity of the practice.

In this paper, we present an analytical framework that explains how the size of OTC markets
can be subject to large and rapid reductions when participants engage in portfolio compression
cycles. In essence, our approach studies the level of feasibility and efficiency of a compres-
sion operation by mapping the post-trade optimisation problem into a min-cost flow problem
applied to the network of outstanding obligations. First, the feasibility analysis characterizes
the conditions under which a compression operation can strictly reduce total notional. The
efficiency analysis then evaluates the maximum theoretical level of notional that a compression
operation can eliminate. We apply our framework to a unique transaction-level dataset and es-
timate reduction ranges at par with the historical levels exhibited by the CDS markets after the
GFC. In addition, we study the interplay between central clearing - another major regulatory
reform - and portfolio compression. We find large netting failures when clearinghouses prolifer-
ate and show that multilateral compression across clearinghouses can by-and-large compensate
this adverse effect.

In our model, netting opportunities exist when at least one participant intermediates a set
of fungible obligations. The total amount of notional eligible for compression, henceforth mar-
ket excess, is further determined by the existence and length of chains of intermediation in the
market. The exact fraction of excess that can be compressed is bounded by individual portfolio
preferences and regulatory constraints. We study a spectrum of benchmark preference settings
by investigating their feasibility and efficiency as well as by providing a structural characteri-
sation of their optimal solutions. These benchmarks differ in the extent to which participants
accept reconfigurations of their original sets of counterparties. For instance, dealer banks may
be indifferent vis-a-vis changes in their trades with other dealers while being conservative on
the trading relationships they have established with their customers. We derive an ordering of
the full spectrum of preferences, highlighting a trade-off between the efficiency of a compression

cycle and the degree of tolerances set by portfolio preferences: higher netting opportunities arise
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Figure 1: A graphical example of portfolio compression. Panel (a) exhibits a market consisting
of 4 market participants (i, j, k, 1) with short and long positions on the same asset with different
notional values. The aggregate gross notional of the market is 45. Panel (b) shows a possible
compression solution to the market: by eliminating the obligations between i, j and k and
generating two new obligations, the net position of each participant is unchanged while the
gross positions of i, j and k have been reduced by 5. In aggregate, market size has been reduced
by 15 units.

when participants are less conservative in their original sets of counterparties.

Next, we empirically estimate the levels of excess and compression efficiency using a unique
transaction-level dataset. To the best of our knowledge, this is the first calibrated analysis of the
potential impact of a market-wide adoption of portfolio compression. We use a dataset consisting
of all CDS contracts bought and sold by legal entities based in the European Union (EU) and
all their counterparties. First, we find that the majority of markets exhibit levels of excess
accounting for 75% or more of their total notional size. Furthermore, even the most conservative
compression scenario, in which all participants preserve their original trading relationships,
eliminates on average more than 85% of the excess in markets, for a total of at least two thirds
of their original size [

These results are explained by the observed tightly-knit structure of the intra-dealer segment
which allows for large excess elimination while preserving counterparty trading relationships.
Nevertheless, we find that the efficiency of a conservative compression is impaired if market
participants seek to bilaterally net out their positions beforehand. This effect is dampened
when compression preferences are relaxed in the intra-dealer segment.

Finally, we run a stylized study of market excess and compression efficiency when partici-
pants adopt both portfolio compression and central clearing. Despite the multilateral netting
opportunities brought by centralization, clearing also duplicates the notional value of each obli-

gations. The effect of central clearing on market excess is therefore ambiguous by construction,

3These results and statistics are in line with evidence provided by several reports. See for example [Vause
(2010)) for CDS globally and [OCC] (2016)) for US derivatives.

3



especially when multiple clearinghouses exist. When clearing takes place with one single central
clearing counterparty (CCP), our calibrated results indicate that this setting is dominated by -
but close to - multilateral compression without central clearing. A proliferation of CCPs signif-
icantly and systematically increases the gap. Markets with several CCPs prevent large netting
opportunities among common clearing members. Remarkably, we find that such effects are by-
and-large reduced when a compression mechanism exist across CCPs, that is, when members
of several clearinghouses can compress beyond their bilateral exposure to each clearinghouse
independently. We conclude with a discussion on the systemic implications of our results for

liquidity and financial stability.

1.1 Literature review and contribution

The results of this paper contribute to several strands of the literature as well as ongoing policy
debates.

Empirical studies including Shachar (2012)); Benos et al.| (2013]); Peltonen et al.| (2014); Ali
et al.| (2016)); D’Errico et al. (2017);/Abad et al. (2016) show that OTC markets are characterized
by large concentration of notional within the intra-dealer segment. In particular, |D’Errico
et al. (2017)) observe that in the global CDS market, intermediaries form a strongly connected
structure which entails several closed chains of intermediation. The authors also show that
between 70% and 80% of the notional in CDS markets is in the intra-dealer market across
all reference entities. |Atkeson et al| (2013) report that, in the US, on average, about 95% of
OTC derivatives gross notional is concentrated in the top five banks. |Abad et al.| (2016)) report
similar levels for interest rate swap, CDS and foreign exchange markets in the EU segment. This
paper contributes by proposing a well defined measure of the market-level gap between gross
and net notional. This so-called excess indicator, in turn, corresponds to the maximum amount
of notional eligible for compression. Importantly, our results show that an explicit modeling
of the entire network of bilateral obligations is necessary to estimate the efficiency of portfolio
compression. We find that it is the combination of high notional concentration and dense cycles
of intermediation that allows for large compression of excess even under conservative preferences.

Theoretical analyses of OTC markets have addressed trading frictions and prices with a
focus on the role of intermediaries (see Dulffie et al., 2005; |Lagos and Rocheteau, 2009; |Gofman,

2016; Babus and Hu, 2017). In particular, Atkeson et al.| (2015 and Babus et al. (2018]) find
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equilibrium conditions to observe large concentration in few market participants. On the one
hand, Babus et al.| (2018]) show the importance of the centrality of a dealer to reduce trading
costs. On the other hand |Atkeson et al. (2015) show that only large participants can enter
the market as dealers in order to make intermediation profits. Other studies have analyzed
counterparty risk pricing in OTC markets. Acharya and Bisin| (2014) and [Frei et al| (2017)
show that opacity and trade size limits usually prevent efficient risk pricing. While, in this
paper, we study arbitrary sets of trading relationships, our results show that, under realistic
assumptions, the adoption of post-trade technologies can largely impact the size of dealers - and
the market as a whole - thus making OTC markets prone to rapid structural reconfigurations
when participants coordinate. This result is particularly relevant in lights of the role played by
large and mispriced positions held by OTC dealers during the GFC as discussed by |Cecchetti
et al.| (2009).

The study of post-trade services has so far mainly focused on the costs and benefits of
central clearing. Duffie and Zhu| (2011) provide the ground work of this strand of research.
The authors show that, while central clearing helps to reduce exposures at the asset class level,
clearing heterogeneous asset classes removes the benefits of netting. (Cont and Kokholm| (2014])
show that a more risk sensitive approach to asset classes can alleviate the need to concentrate all
netting activities in one single CCP. Duffie et al.| (2015), |Glasserman et al. (2015) and |Ghamami
and Glasserman| (2017)) study the impact of clearing on collateral and capital requirements and
show that trading and liquidation costs can be higher or lower depending on the proliferation of
CCPs and the extent to which netting opportunities can be exploited. In addition, [Amini et al.
(2016) show that netting inefficiencies resulting from partial clearing may be more detrimental
- in terms of bank shortfall - than no netting at all. The results of this paper on the effect
of multiple CCPs provide a quantitative assessment of the loss in netting efficiencies and its
impact on market excess. Furthermore, the finding that compression across CCPs vastly removes
netting inefficiencies shows that multilateral compression among CCPs can address the trade-off
between full centralization and efficiency losses introduced by Duffie and Zhu| (2011)).

Regarding the theory of portfolio compression, |O’Kane| (2017) stands as the main theo-
retical contribution. The author numerically analyzes the performances of different versions
of compression algorithm on a synthetic network where all banks are connected. The author

shows that, if performed optimally, compression mitigates counterparty risk. Our work differs



in several ways. First, we study sparse and concentrated market structures which correspond to
a realistic setting distinguishing dealers from customers. In addition, we derive analytical solu-
tions to the efficiency ranking of compression solutions as a function of a spectrum of portfolio
preferences. Finally, we apply our framework to transaction-level data and identify bounds of
compression for each preference setting in OTC derivatives markets.

Finally, our work relates to the growing stream of literature highlighting the important
relationship between financial interconnectedness, stability and policy making (see |Allen and
Babus, 2009; Yellen, |2013|). These works explore the role of interdependencies on the propaga-
tion of distress (Allen and Gale, 2000; |[Elliott et al., [2014} |Acemoglu et al., [2015) and regulatory
oversight (Alvarez and Barlevy, 2015; Roukny et al., [2016; [Erol and Ordonez, 2017; Bernard
et al., [2017)). Our paper shows how post-trade optimisation can affect the network of outstand-
ing positions in financial markets. This matters both for the stability of such markets and
for the tools required by policy makers to address market stability. Compression reconfigures
counterparty risk and intermediation chains which have held a central role in the propagation

of distress during the 2007-2009 financial crises (Haldane, 2009; European Central Bank, [2009).

1.2 Paper organisation

The rest of the paper is organized as follows. In Section [2] we present our stylized model of
OTC market and the analysis of market excess. Section [3| presents a mathematical definition
of portfolio compression; introduces benchmark preference settings; identifies feasibility and
efficiency levels of each approach. In Section [4] and [5] we report the results of our empirical
analysis of excess and compression efficiency in real OTC derivatives markets. In Section [6] we
complement our framework with the addition of central clearing and study the impact on market
excess. Last, we conclude and discuss implications of our results. The appendices provide proofs
of the propositions and lemmas, an overview of the institutional background, additional results

as well as the analytical details for the algorithms used in the paper.

2 The model

We consider an over-the-counter (OTC) market composed of n market participants denoted by

the set N = {1,2,...,n}. These participants trade contracts with each other and establish a



series of bilateral positions resulting in outstanding gross exposures represented by the n x n
matrix E with nonnegative real elements e;; and a zero diagonal, e;; = 0 for all @ € N. By
convention, the direction is from the seller ¢ to the buyer j with i, j € N x N. While we keep the
contract type general, we assume that the resulting obligations are fungible: they have the same
payoff structure from the market participants’ perspective and can therefore be algebraically
summed. The whole set of outstanding obligations in the market constitutes a financial network
or graph G = (N, E).

The gross position of a market participant ¢ is the sum of all obligations’ notional value
involving her on either side (i.e., buyer and seller): v§™ ™ = D€+ 2o e = > (€ + €ji).
The net position of 7 is then the difference between the aggregated sides: v2** = j €ij > j€ji =
> (€ij — €ji). The total gross notional of the whole system is the sum of the notional amounts
of all obligations: = =}, >, €i;.

Finally, market participants can either be customers or dealers. Customers only enter the
market to buy or sell a given contract: if ¢ € IV is a customer then (Z]EN eij> . (ZjeN eﬂ) =0.
In contrast, dealers also intermediate between other market participants: if ¢ € N is a dealer
then (ZjeN eij> . (ZjeN ejl-) > 0. We therefore map the network into three types of trading

relationships in the market: dealer-customer, dealer-dealer and customer-customer.

2.1 DMarket excess

Figure[2)shows the network of obligations of an actual OTC market of CDS contracts. Customers
buying the CDS contract are on the left hand-side (green), customers selling the CDS contract
are on the right hand-side and dealers are in the middle (blue and purple where purple nodes
are the G-16 dealers). While buyers and sellers have a combined gross share of less than 5%,
their net position is equal to their gross position. In contrast, the set of dealers covers more
than 95% of gross market share while, on average, only one fifth is covered by net positions.
As a result, 76% of the notional held by dealers is the result of offsetting positions. Offsetting
positions constitute the netting set of interest for portfolio compression. Below we formalise the
intuition that stands behind the identification of netting opportunities at the market level.
Consider a post-trade optimisation process that takes the market represented by the network
G = (N,E) and returns a network G = (N,E’) where the aggregate notional amount is

minimised subject to several constraints. In the context of portfolio compression, we focus on a
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Gross Notional Share
1.56% 96.5% 1.87%

Average Net-Gross Ratio
1 0.21 1

Figure 2: Network illustration of an OTC derivatives market, which maps all outstanding
obligations for CDS contracts written on the same reference entity for the month of April 2016.
The data were collected under the EMIR reporting framework and thus contain all trades where
at least one counterparty is legally based in the EU. Green nodes correspond to buyers of the
contract. Red nodes correspond to sellers of the contract. Purple nodes are G-16 dealers. Blue
nodes are dealers not belonging to the G-16 dealer set. The first line below the network reports
the share of gross notional based on individual positions for the segments: buyers, dealers,
sellers. The second line reports the average net-gross ratio for each segment.



net-equivalence constraint which maintains the net position of each institution before and after

t = y/ne /i € N. Under this constraint, it is possible to derive the minimum

the operation: v**
level of gross notional of the returned market G’. This value corresponds to the original net

out-flow of G.

Proposition 1. Given a market G = (N,E), the minimum notional amount that a net-

equivalent market G' can exhibit is the net out-flow given by:

1 n n n
KO = S = Y = 3w 1)
=1 i:’Ui"Et>O 7 U;-rwt<0
Proof. Proof see Appendix [A] [ |

Absent any additional condition, there always exists a reconfiguration of trades that produces
a notional amount such that it corresponds to half of the aggregated absolute original net
positions. This level is, in turn, the minimum notional amount that a net-equivalent operation
can produce. Using Proposition [l we define the market excess as the difference between the
aggregate gross notional exhibited by the market and the minimum notional attainable by a net-
equivalent market (as per Equation . By construction, the excess in the market is the amount
of notional generated by obligations that offset each other. Section [3| studies the conditions

under which the minimum notional can be attained.

Definition (Excess). The excess in the market is defined as

AG) =z -2 (G)

n n 1 n
=22y 2l (2)
=1

i=1 j=1

From Definition [2.1] we observe that the excess in a market is strictly positive if at least one
participant 7 exhibits a gross position larger than her net position, i.e. when the participant is

a dealer.

Lemma 1. Given a market G = (N, E), market excess is strictly positive if and only if at
least one participant is a dealer. Dealer enabled over-the-counter markets always exhibit strictly

positive market excess.

Proof.  Proof see Appendix [A] [ |



This result relies on the effect of intermediation over net-to-gross ratios: as long as a par-
ticipant holds claims in opposite directions, her gross position is larger than her absolute net
position. This, in turn, results in strictly positive market excess. The result also explicitly
shows why the existence of notional excess is intrinsic to OTC markets as these markets are
characterised by dealer intermediated trades. E| Note that even if some OTC markets exhibit
customer-customer trading relationships, those interactions do not contribute to notional excess.

We document these features in the empirical Section of this paper.

2.2 Market excess decomposition

Given the existence of multiple types of trading relationships (e.g. dealer-customer trading,
intra-dealer trading.), we analyse the effect of a market segmentation on the measurement of
market excess. Markets can be decomposed into the intra-dealer segment and the customer
segment, respectively. The intra-dealer (sub-)market only contains obligations between deal-
ers while the customer (sub-)market contains obligations where at least one counterparty is a

customer. Formally we have:

Definition (Intra-dealer and customer market). We partition the matriz of obligations E into

D= eij if both i and j are dealers and zero otherwise;

two complementary matrices: EP where e; =

EC where eg- = ¢;j if at least i or j is a customer and zero otherwise. We have: E = EP + EC.

We find that, in general, the excess is super-additive and cannot be linearly decomposed:

Proposition 2. Given a market G = (N, E) and the following partition E = E* + E2 such that
G!' = (N,E') and G? = (N, E?), then:

A(G) > A(GH + A(G?)

Furthermore, applying the dealer-customer partitioning such that E = EC +EP | we have that

A(N,E) = A(N,EP) + A(N,E®)

4Note the special case of bilaterally netted positions. In the business practice of some instruments such as
CDS contracts, two institutions sometimes terminate or reduce their outstanding bilateral position by creating an
offsetting position (i.e., obligation of similar characteristics in the opposite direction). Such setting also generates
excess. While this mechanism cannot be framed as intermediation per se, our formal network definition still
applies. From a purely mathematical perspective, both participants are active on the buy and sell side and the
related results remain.
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when

1. ZheD(edh —epg) =0, VdeD

or

2. Ec+€C+ Cetd — ZC_GC_ Cle— = 0, Vde D

Where D is the set of dealers and the set Ct (resp. C~) includes all customers with positive
(resp. megative) net positions: {i[v" > 0 and i € C} (resp. {i|vf* < 0 and i € C}) with C

being the set of all customers.
Proof.  Proof see Appendix [A] [ |

This result implies that strict additivity, A(N,E) = A(N, EP)+A(N, EC), only holds when

all dealers jointly have a zero net position in at least one of the two market segments.

3 Portfolio compression

Building on the framework introduced in the previous section, we now study how participants
can coordinate to eliminate offsetting obligations using portfolio compression. For sake of
simplicity, we do not explicitly model the incentives for participants to compress (see Section.
Rather, we focus on the optimisation formulation of the problem as well as the feasibility and
efficiency conditions. Therefore, portfolio preferences are considered exogenous at this stage.
For each set of preferences, we identify when and how much excess can be eliminated. An
analysis of endogenously driven equilibria is left for future research.

In its minimal form, portfolio compression can be represented as a compression operator
¢: G — G, where G' = (N,E’) and E' is the solution of a linear program which minimizes ag-
gregate gross notional subject to prior net-positions. From a network perspective, this problem
is analogous to a min-cost flow problem. E|

A direct corollary of Lemma [I] is that participants can effectively engage in portfolio com-

pression if the market exhibits intermediation.

Corollary 1. Compression can only take place if there is at least one dealer in the market.

5We chose to focus the objective function of the compression problem on notional minimisation to reflect the
current industry practice which has been confirmed through interactions with the largest compression providers.
Future development may also include other aspects such as collateral requirement optimisation.
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However, compression problems often include additional constraints on top of the net-
equivalence condition such as participants’ individual preferences and regulatory policies. For
instance, market participants may be unwilling to compress some specific bilateral positions;
policy-makers may prevent specific obligations from being established. These channels lead to
multiple constraints on each pair of participants. Therefore, the above corollary constitute a
necessary but not sufficient condition. The sufficiency condition must be expressed as a function
of all applicable constraints.

For each possible bilateral obligation between ¢ and j, we consider the most binding con-
straint and use it as an additional condition in the program. We refer to this selected set of
constraints as compression tolerances.

Formally, compression tolerances form a set of bilateral bounds in the following way:

Definition (Compression tolerances). Given an original market G = (N,E), a compression
operator ¢ : G — G’ such that G' = (N,E') = ¢(G) is said to satisfy the set of compression

tolerances T' = {(ai;, bij)|aij, bij € R i,j € N} if
aij < ej; < bij

with 0 S CLZ']' S eij, eij S bl]

Including tolerances in the program, we obtain a general formulation of the optimization
problem. Let G = (N, E) be the original market; I' be the set of all compression tolerances; E’
be the matrix of exposures after compression. A compression operator ¢ : G — G’ where G’ =
(N,E') solves the compression problem by finding the optimal exposure matrix E' according

the following program:

Problem 1 (General compression problem).

: /
min ), ;€
/ / — ynet 1 ; ;
st >, <eij - eji) =] Vie N  [net-equivalence constraint]

a;j < e}; < bij Vi,j € N X N [compression tolerances]

with a;; € [0,00), b;; € [0,00) and a;; < byj.

The set of all individual compression tolerances determines the exact amount of offsetting

12



obligations to be included in the compression exercise. We refer to the uncompressed excess as

the residual excess which corresponds to A(c(G)) = A(G').

3.1 Counterparty preference settings

In the following, we consider a general spectrum of preferences based on counterparty rela-
tionships. We start with two benchmark settings. In the first setting, participants are con-
servative: they only allow for reductions of established obligations. In the second setting,
participants are indifferent vis-a-vis changes in their trading relationships. These settings cor-
respond to the following sets of compression tolerances, {(a;;,bi;) = (0,e;;) V(i,j) € N?} and
{(aij, bij) = (0,+00) V(i,j) € N2}, respectively.

We refer to the first setting as conservative and to the second as non-conservative. In-
tuitively, the non-conservative case provides the highest levels of compression tolerances: it
discards all counterparty constraints. In the conservative case: compression tolerances are such
that e;j < e;; for all bilateral positions. Hence, all participants are willing to reduce or eliminate
their original obligation but no new relationship can be introduced between participants not
trading ex-ante. We then consider two additional settings: a hybrid combination of conservative
and non-conservative tolerance distinguishing between dealer-customer and intra-dealer trades

respectively, and a bilateral compression setting.

Non-conservative compression

In the non-conservative compression setting, only the net-equivalence constraint binds. The

mathematical formulation is thus given by the following problem:

Problem 2 (Non-conservative compression problem).

: /
min >, e
/ / __ ,net ; ; ;
A (eij - ejl-> =] Vi € N [net-equivalence constraint]

egj €[0,00) Vi,j € N XN [non-conservative compression tolerances/

Individual gross positions are not bounded upward, therefore, compression tolerances are
set to a;; = 0 and b;; = 00,V(asj,bi5) € I' where I is the set of all compression tolerances. In
practice, such setting is unlikely to be the default modus operandi. However, it is conceptually

useful to study as it sets the benchmark for the most tolerant setting.
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Conservative compression

In the conservative compression setting, the matrix of obligations in the compressed market is

strictly obtained from the original matrix of bilateral positions. Formally, we have:

Problem 3 (Conservative compression problem).

: /
min Zij €
st >, (egj — e'-~> = Vie N  [net-equivalence constraint]

0< e;-j < ey Vi,j € N x N [conservative compression tolerances]

The resulting graph G’ = (N, E’) is a sub-graph of the original market G = (N, E). Such
setting is arguably close to the way most compression cycles take place in derivatives marketsﬁ
To illustrate the implementation of both approaches, we provide a simple example of a market

with 3 market participants in Appendix [C]

Hybrid compression

In many realistic settings, compression tolerances can be subject to the economic role of spe-
cific trading relationships. In the following, we consider a set of participants’ preferences that

combines properties from these two benchmarks.
Assumption 1. Dealers prefer to keep their intermediary role with customers.

Assumption 2. Dealers are indifferent vis-a-vis their bilateral positions with other dealers.

Intra-dealer obligations can be switched at negligible cost.

The first assumption states that dealers value their role with customers. They will reject any
compression solution that affects their bilateral positions with customers. Therefore, dealers set
low compression tolerances on their customer related obligations. The second assumption posits
that the intra-dealer network forms a club in which instances of a specific obligation do not signal
a preference towards a given dealer counterparty. As a result, switching counterparties in the
intra-dealer network has negligible costs in comparison with the overall benefits of compression.
Therefore, dealers set high compression tolerances in the intra-dealer segment.

Using Definition we have the following formal problem definition:

SWe thank Per Sjoberg, founder and former CEO of TriOptima, for fruitful discussion on these particular
points.
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Problem 4 (Hybrid compression problem).

: /
min ), €
/ / __ ,ynet . ; ;
st Y (eij - ejz-> =v VieN [net-equivalence constraint]
! C . . ..
i = €;; if i orjisacustomer [customer segment]

e;; € [0,00) if i and j are dealers  [intra-dealer segment]

Bilateral compression

Finally, we study a simple preference setting: bilateral compression. In this case, market partic-
ipants do not exploit multilateral netting opportunities. Formalizing this compression approach
allows us, in part, to assess the added-value of a third party compression service provider when
comparing efficiencies between bilateral and multilateral compression solutions. In our frame-
work, bilateral compression is defined as follows: for each pair of market participants ¢ and j, we

A o fat ; /1) _ net
have e;; = max {e;; — ej;,0} and for each market participant ¢ we have (eij ejl-> = v

3.2 Compression feasibility and efficiency

For each setting, we identify both feasibility conditions and efficiency levels. We study the
feasibility of a compression setting by identifying the conditions under which the operation
strictly reduces excess. We study the efficiency of a compression setting by characterizing how
much excess can be optimally eliminated subject to the associated set of compression tolerances.
The results show the existence of a trade-off between the degree of portfolio conservation and

the level of efficiency.

Non-conservative compression

Under a non-conservative compression setting, the original bilateral positions do not constrain
the outcome, only the net and gross positions of each participant do. We can thus generalize

Corollary [1| to reach the feasibility condition as follows:

Proposition 3. Given a market G = (N,E) and compression operator ¢"() solving the non-
conservative compression problem, the amount of eliminated excess is strictly positive if and

only if there is at least one dealer in the market.
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Proof. Proof see Appendix [A] [ |

Any compression problem with a non-conservative set of tolerances is feasible if the market

exhibits intermediation. In terms of efficiency, we obtain the following result:

Proposition 4. Given a market G = (N, E), there exists a set of non-conservative compression
operators C™¢ such that all the excess is eliminated. Moreover, let G' = ¢"°(G) such that ¢"¢()

is an operator from C™¢, then G’ has a bi-partite structure.
Proof.  Proof see Appendix [A] [ |

Non-conservative compression eliminates all the excess in a market. However, non-conservative
solutions may achieve this result through different network arrangements. Let C“* be the set
of all such compression operators and ¢“* be an operator from this set. Then, naturally, the
common structural feature to all markets resulting from ¢"¢(G) is that they exhibit a bi-partite
structure. The proof of existence stems from the following generic algorithm: from the original
market, compute all the net positions then empty the network of obligations and arbitrarily
generate obligations such that the gross and net positions are equal. As net and gross positions
are equal, the resulting market does not exhibit any intermediation. Recall from Lemma [I]
that if all intermediation chains are broken, the market exhibits no excess. We also obtain the

following corollary:

Corollary 2. Given a market G = (N,E) and a compression operation c() solving the general
compression problem, the residual excess is zero if and only if there is no more intermediation

in the compressed market.

The resulting market is characterized by a bi-partite structure where participants are strictly
associated with the buying or selling customer set. For illustrative purposes, we provide a simple

algorithm for this compression setting in Appendix [E]

Conservative compression

When compression tolerances are conservative, the compression operator can only treat offset-
ting obligations. In contrast with the non-conservative case, conservative compression cannot
be applied to general chains of intermediation. Below we show that, only when directed chains

of intermediation are closed, can conservative compression take place.
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Let us first formalize the concept of directed closed intermediation chains:

Definition (Directed Closed Chain of Intermediation). Given a graph G = (N,E), a directed
closed chain of intermediation is a set of strictly positive obligations such that each node is

visited strictly twice.

This structure constitutes the necessary and sufficient condition for conservative compression

to be feasible in a market:

Proposition 5. Given a market G = (N,E) and a compression operator c¢() solving the
conservative compression problem, the amount of eliminated excess is strictly positive if and

only if there is at least one directed closed chain of intermediation in the market.
Proof.  Proof see Appendix [A] [ |

In contrast with the non-conservative approach, the efficiency of conservative compression is
determined by the underlying network structure. In the following, we analyze the efficiency of
conservative compression when applied to a dealer-customer network structure as is empirically
observed in OTC markets.

We start by showing that if the market exhibits a dealer-customer structure, conservative
compression does not eliminate all the market excess (see Section 4| for further empirical evi-

dence).

Proposition 6. Given a market G = (N,E) and a compression operator c¢() solving the
conservative compression problem, the residual excess is strictly positive if there is at least one

dealer simultaneously buying from and selling to customers.
Proof.  Proof see Appendix [A] [ |

When a dealer i intermediates between customers on both sides (i.e., >_; e% >0and ) _; e% >
0), the resulting chains of intermediation are necessarily open. In turn, these chains cannot be
conservatively compressed and the residual excess of the compression solution is strictly positive.
In the case of a single closed chain of intermediation, the optimal conservative solution is

given by the following result:

Lemma 2. Given a market consisting of one directed closed chain GX = (N,K), consider the

set of optimal compression operators C solving the conservative compression problem, then the
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solution is given by
e;] =€ — € Vegj S K,

A(E(GR)) = A(GE) = |[K|e Vel

where ¢ = min, {K}, |K| is the total number of edges in the set K and K' is the resulting
set of edges: c¢(G¥) = (N,K')

Proof.  Proof see Appendix [A] [ |

Lemma [2] shows that, in a single directed closed chain, the optimal conservative solution
consists in eliminating the obligation with the lowest notional value (i.e., €) and accordingly
adjusting all other obligations in the chain to maintain net-equivalence. The larger the length
of the intermediation chain and the higher the minimum notional obligation value on the chain,
the more excess can be eliminated conservatively.

When the original market exhibits several closed chains of intermediation, the exact arrange-
ment of chains in the network is critical to determine the resulting efficiency. In Appendix
we discuss cases of entangled chains (i.e., intermediation chains with common obligations) with
different ordering effects. In general, it is not possible to determine the residual excess of a
conservative compression without further assumptions on the underlying network structure. In
order to guarantee a global solution, linear programming techniques such as the network simplex
can be used. We elaborate more on this in Section [l

We can however characterize the topological structure of the optimal solution. We obtain

the following result for any conservative compression solution:

Proposition 7. Given a market G = (N,E) and a compression operator c°() solving the

conservative compression problem, any solution G' = ¢°(Q) is acyclic.

All closed chains of intermediation can be conservatively compressed. As a result, the above
Proposition states that all optimal solutions will be characterized by an acyclic topological
structure. Note that, as our objective function is set on the amount of excess that is removed,
multiple directed acyclic solutions can, in principle, coexist.

The results from Proposition [f] Lemma [2] and Proposition [7] show that the set of closed

chains of intermediation present in a market determine the efficiency of a conservative compres-

18



sion. More specifically, the number of closed chains, their length and their minimum notional
obligation constitute the positive factors that partially generate larger efficiency gains for a
conservative compression. Markets exhibiting such features are usually referred to as markets
with tightly-knit structures. Establishing the full extent of residual and redundant excess re-
quires knowledge on the exact market network structure. Section [5| provides such analysis using

transaction-level data.

Hybrid compression

The hybrid compression setting is a combination of (i) a non-conservative setting in the intra-

dealer segment EP and (ii) a conservative setting in the customer segment E€.
Corollary 3. The feasibility conditions of the hybrid setting are

e non-conservative condition for EP

e conservative condition for EC

Note that, in a dealer-customer market, a hybrid compression will only affect the intra-dealer
segment because no closed chains of intermediation exists in the customer segment. As a result,

the intra-dealer network will form a bipartite graph with zero residual intra-dealer excess.

Proposition 8. Given a market G = (N,E), if excess is linearly decomposable then, a com-
pression operator ch() solving the hybrid compression problem produces the following residual

excess: A(c"(N,E)) = A(N,EC®)
Proof. Proof see Appendix [A] [ |

In case the excess is additive, the efficiency of hybrid compression is straightforward. In
case it is not (see condition under Proposition , the situation is similar to the conservative
setting: a specific algorithm (e.g., network simplex) must be implemented to obtain the exact

level of efficiency.

Bilateral compression

In terms of feasibility, the mere existence of excess is not enough for bilateral compression
to be applicable. In particular, we need at least two obligations between the same pair of

counterparties and of opposite direction. Formally, we have the following results:
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Proposition 9. Given a market G = (N, E) and a compression operator c®() solving the bilat-
eral compression problem, the total amount of excess eliminated is strictly positive if and only

if there are at least two obligations with the same pair of participants and opposite positions.
Proof.  Proof see Appendix [A] [ |

The efficiency of bilateral compression is straightforward. It corresponds to the effect of

netting out each pair of bilateral exposures. We thus obtain the following efficiency results:

Proposition 10. Given a market G = (N, E), a compression operator cb() solving the bilateral
compression problem eliminates a level of excess equal to Zi,jeN min{e;;,e;;} where e;j;,ej; €

E.
Proof.  Proof see Appendix [A] [ |

Technically, bilateral compression results in the removal of all closed chains of intermediation
of length two. Hence, a bilaterally compressed market exhibits a maximum of one obligation

between each pair of market participants.

3.3 Compression efficiency ranking

We close this Section with a ranking of efficiencies. For each setting, we consider the maximum
amount of excess that can be eliminated.

In order to compare efficiencies under different tolerance sets, we associate each compression
operator ¢*(G) with its relative level of excess reduction p;, = %&WG)). A compression
operator over a market G, ¢*((G), is therefore more efficient than another compression opera-

tor, ct(Q), if ps > p;. This efficiency ratio is invariant to scale transformations allowing for

treatments such as exchange rate effects (see Appendix [F| for details and derivations).

Proposition 11. Given a market G = (N, E) and the set of compression operators {c°(), ¢"(), c"(), ()}

such that:
e p. is the efficiency of c°() which solves the conservative compression problem,
® pnc is the efficiency of ¢"¢() which solves the non-conservative compression problem,

e pp, is the efficiency of ¢() which solves the hybrid compression problem,
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o py is the efficiency of c®() which solves the bilateral compression problem,

the following weak dominance holds:

Py < Pe < ph < pre=1

Proof. Proof see Appendix [A] |

This result shows a precise dominance sequence. First, we see that non-conservative com-
pression is the most efficient. This stems from the fact that a global non-conservative solution
always eliminates all the excess in a market (see Proposition. The second most efficient com-
pression operator is the hybrid compression, followed by the conservative. The least efficient
approach is the bilateral compression. The loss in efficiency is due to the fact that bilateral
compression cannot eliminate excess resulting from chains of length higher than two. The proof
of this proposition derives from an analysis of the compression tolerance sets of each problem. In
fact, it can be shown that the bilateral compression tolerance set is a subset of the conservative
set which in turn is a subset of the hybrid set which is also a subset of the non-conservative set.
This nested structure of compression tolerances ensures that any globally optimal solution of a
superset is at least as efficient as the globally optimal solution of any subset.

Overall, this result shows a trade-off between efficiency in excess elimination and tolerances
relative to changes in the underlying the web of outstanding obligations. The sequence from
non-conservative compression to bilateral compression is a discrete gradient of relationship
preservation. The more (resp. less) conservative, the less (resp. more) efficient.

Further analysis on the relative efficiencies of each approach (e.g., strong dominance, quan-
tities, etc.) needs to include more detailed information on the underlying matrix of obligations

E. Therefore, we proceed next with an empirical estimation based on transaction-level data.

4 The data

The dataset used in this paper covers all OTC CDS transactions and positions outstanding

from October 2014 to April 2016 in which at least one counterparty is legally based in the
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European Union[] Our goal is to quantify the full extent of outstanding netting opportunities
that a system-wide portfolio compression could exploit. We mainly rely on two assumptions
which vary in practice today.

The first assumption is the full participation of market participants in portfolio compression.
Rates of adoption of portfolio compression remain currently unequal across markets and par-
ticipants. In particular, for the markets we analyse, only a small subset of participants engaged
in portfolio compression at the time of observation: Appendix [G] reports an average adoption
rate of less than 10% of participants for any given market in our sample. Several barriers may
be responsible for this low rate. At the extensive margin, some counterparties may choose not
to participate due to different incentives structures: the organisational costs (e.g., collecting
and reconciling portfolio information, submitting trades and assessing compression solutions)
may outweigh the netting benefits, in particular for financial institutions not subject to strong
regulatory requirements (see Appendix . At the intensive margin, counterparties may be
selective in the trades they disclose to their service provider as compression implies possible
shifting of trading relationships. Further, hedging strategies associated with specific positions
may also prevent some forms of netting to be accepted by individual participants (Donaldson
and Piacentino, |2018)).

A second assumption is the absence of frictions in the organisation of the market for portfolio
compression. Portfolio compression entails network effects: a fragmented market comp